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We develop a model based on the Dirichlet-compound

multinomial distribution (CMD) and Ewens sampling for-

mula to predict the fraction of SNP loci that will appear

fixed for alternate alleles between two pooled samples

drawn from the same underlying population. We apply

this model to next-generation sequencing (NGS) data from

Baltic Sea herring recently published by (Corander et al.,

2013, Molecular Ecology, 2931–2940), and show that there

are many more fixed loci than expected in the absence of

genetic structure. However, we show through coalescent

simulations that the degree of population structure

required to explain the fraction of alternatively fixed SNPs

is extraordinarily high and that the surplus of fixed loci is

more likely a consequence of limited representation of

individual gene copies in the pooled samples, than it is

of population structure. Our analysis signals that the use

of NGS on pooled samples to identify divergent SNPs

warrants caution. With pooled samples, it is hard to

diagnose when an NGS experiment has gone awry;

especially when NGS data on pooled samples are of low

read depth with a limited number of individuals, it may

be worthwhile to temper claims of unexpected population

differentiation from pooled samples, pending verification

with more reliable methods or stricter adherence to

recommended sampling designs for pooled sequencing

e.g. Futschik & Schl€otterer 2010, Genetics, 186, 207;

Gautier et al., 2013a, Molecular Ecology, 3766–3779).

Analysis of the data and diagnosis of problems is easier

and more reliable (and can be less costly) with

individually barcoded samples. Consequently, for some

scenarios, individual barcoding may be preferable to

pooling of samples.
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Introduction

By allowing us to gather genomic-scale DNA sequence

data at low cost, the advent of next-generation sequencing

(NGS) technologies is revolutionizing the field of molecular

ecology. A number of recent studies underscore ways that

NGS data have illuminated molecular patterns in parallel

evolution (Hohenlohe et al. 2010), quantitative traits (Miller

et al. 2012) and speciation and reproductive isolation (Elle-

gren et al. 2012). The promise of NGS technologies for

identifying divergent genomic regions between populations

previously believed to be largely nondifferentiated is an

exciting prospect both for increasing our knowledge of

adaptive divergence and for identifying markers that will

be useful for population assignment of individuals (Acker-

man et al. 2011).

Few molecular ecologists are yet familiar with the idio-

syncrasies of NGS data, and only in the last few years have

statisticians and theoreticians begun developing models to

incorporate NGS data characteristics such as read depth

and sequence quality into molecular ecology analyses

(Andolfatto et al. 2011; Gompert & Buerkle 2011).

Pooled samples (Futschik & Schl€otterer 2010) – collec-

tions of genomic DNA from multiple individuals that are

not individually identified (e.g. by ligating unique DNA

barcodes to them) in the NGS output – present a particu-

larly difficult challenge. Because sequences cannot be iden-

tified to individual, it is not directly known how many

individuals or gene copies are represented amongst the

sequencing reads for any location in the genome. Uneven

amplification of DNA from individuals within the pooled

sample could make the number of reads a poor predictor

of the number of individuals represented. This complicates

the assessment of population divergence because the sam-

ple size available for estimating allele frequencies varies

from locus to locus and is unknown.

Several authors have developed statistical theory for the

analysis of pooled samples and have provided recommen-

dations for the sample size and read depth that should be

attained for reliable estimation of population parameters

and allele frequencies from pooled samples (Futschik &

Schl€otterer 2010; Ferretti et al. 2013; Gautier et al. 2013a).

For example, an analysis by Futschik & Schl€otterer (2010)

figure 8) suggests that even if individual read depths are

highly variable, pools of �200 individuals sequenced with

an expected per-pool read depth of 100 should provide
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more accurate allele frequency estimates than 10 bar-coded

individuals, each with an expected read depth of 10. In

Gautier et al. (2013a), example scenarios in which pooling

can yield better allele frequency estimates than individual

barcoding typically include >40 individuals with a pool

read depth on the order of 1009. They also recommend

genotyping each pool several times. Ferretti et al. (2013) rec-

ommend pools consisting of some 25 diploid individuals.

Perhaps somewhat counterintuitively, estimation of popula-

tion parameters from pooled sequencing is improved when

the number of individuals in the pools is large enough that

the expected number of reads per individual gene copy in

the pool is quite low, as that tends to reduce the effect of

variation in individual read depth (Ferretti et al. 2013).

There is considerable excitement about the application of

Pool-Seq in molecular ecology (Burke et al. 2010; Emerson

et al. 2010). Several high profile discoveries have been

made using NGS of pooled samples, and there has been

some development of theoretical models that attempt to

account for the latent variables hidden from view when

using pooled samples (Gompert & Buerkle 2011; Gautier

et al. 2013a). Nonetheless, we hope to make it clear that

care must be taken in reaching conclusions from pooled

samples, especially with regard to the inference of outlier

loci (loci showing higher-than-expected allele frequency

differences between two or more populations). It can be

difficult to detect irregularities in NGS output with pooled

samples, and especially when sample sizes and read

depths are lower than recommended, representation of

individuals within pools can be quite uneven and can lead

to erroneous conclusions about the occurrence of outlier

SNPs. We urge molecular ecologists – especially those

working on nonmodel organisms without previously

sequenced genomes and those working with tight budgets

who might be inclined to limit the number of individuals

prepared for sequencing – to carefully weigh the pros and

cons of pooling versus individual barcoding, whenever

individual barcoding is not completely impractical, as may

be the case with environmental mixtures of small larvae

(e.g. Hajibabaei et al. 2011; Pespeni et al. 2013) or gut or

faecal samples for dietary analysis (Pompanon et al. 2012).

We solidify these ideas by considering the pooled NGS

data presented in a recent paper in Molecular Ecology. In that

paper, Corander et al. (2013) found evidence for pro-

nounced population structure in Baltic Sea herring, despite

many years of genetic analyses suggesting that only a low

level of population structure exists. We find that their

results are likely not due to substantial population structure,

but rather likely reflect an artefact due to the application of

a pooling strategy with small numbers of individuals per

pool and low sequencing coverage – far below the numbers

recommended in recent studies (Futschik & Schl€otterer

2010; Ferretti et al. 2013; Gautier et al. 2013a).

This does not mean that there is no structure in Baltic Sea

herring; in fact, a recent survey of 60 microsatellites found

one locus with a moderately high FST � 0.08 (Teacher et al.

2013). Rather, our message is that the indications from the

herring NGS data point to an extremely uneven representation

of individuals in Corander et al.’s pooled samples rather than

substantial population structure.

Herein, we find, like Corander et al., the frequency of

SNPs that appear fixed for alternate alleles from the two

pooled samples to be much higher than would be expected

in the absence of population structure. (Note that through-

out the article, when we refer to ‘fixed’ alleles, we shall be

referring to alleles that appear fixed for alternate alleles in

a sample, not alleles that are necessarily fixed for different

alleles in the population.) However, we then go beyond

previous analyses and ask what degree of population

structure is necessary to explain the herring data. We show

that unless one invokes extreme unevenness in representa-

tion of individuals in the pooled samples, the population

structure that explains the data would be so high that it is

very unlikely all other studies would have identified such

comparatively low population structure. Second, in an

analysis of sequences that carry two SNPs, we show that

the divergence observed in the herring data is most likely

due to the fact that a large fraction of the SNPs that appear

fixed for alternate alleles between samples are actually rep-

resented only by a single gene copy in each of the pooled

samples.

Methods

Background on the herring data

Corander et al. (2013) collected herring (Clupea harengus)

from two locations in the Baltic Sea, designated �Aland and

Latvia. From each location, n = 6 individuals were sampled

and their DNA was pooled. Then, each location (not the

individuals themselves) received a unique barcode, and the

two pooled samples were sequenced using a RAD protocol

(Baird et al. 2008). Sequences from �Aland were assembled

de novo into contigs and used as a reference sequence to

align reads from the pooled sample from Latvia. 7228 vari-

able nucleotides were discovered, of which 6442 exceeded

a quality score of 20 and were further analysed. Of those

6442 SNPs, 457 were missing data from one of the pooled

samples. Of the remaining 5985 SNPs, 1567 (just over 25%)

were observed to be fixed for different alleles in the two

pooled samples.

Through a series of analyses, Corander et al. (2013)

concluded that 79% of the SNPs they discovered showed evi-

dence for genetic divergence between the populations, but

that only a small subset of the SNPs (117 of them) showed

evidence of substantial genetic divergence corresponding

to an FST around 0.128. Corander et al. were circumspect

in their findings and acknowledged that variation in repre-

sentation of different individuals amongst the reads from

each pool might be the cause of some of the allele fre-

quency variation detected in the data. Indeed, to address

the issue of uneven amplification of individuals in the

pooled samples, they repeated their analyses assuming

that each of the six individuals in the two pooled samples

independently had an 80% chance of being represented

amongst the reads at a SNP.

© 2013 John Wiley & Sons Ltd
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In our analyses, we focus on the occurrence of 1567

SNPs fixed in the samples for alternate alleles and we

show that this finding implies that individual representa-

tion amongst the reads from each pool in the herring data

is likely to be extremely high – much higher than that

implied by each individual having an 80% chance of being

represented. We base our analyses on the data deposited

by Corander et al. (2013) at Dryad (datadryad.org) with in-

dentifier (doi: 10.5061/dryad.jr56h). We extracted informa-

tion about assembled reads (regardless of SNP presence or

absence) from their pileup files in SequenceData.zip. From

allSNP.vcf, we retained all the SNPs that had a genotype

called in both pooled samples and an arithmetic mean of

the quality scores in the samples ≥20. There were 5936

such SNPs – 49 short of the 5985 ‘total candidate SNPs’

found by Corander et al. We added to these the 57 SNPs

which were not included amongst our 5936, but were

included amongst Corander et al.’s 1567 SNPs ‘fixed

between samples,’ giving us 5993 SNPs, which must be a

very close approximation to the 5985 candidates analysed

by Corander et al.

Latent variables in pooled samples

When using pooled samples, there are two crucial pieces

of information concealed from us when we consider

homologous reads obtained from NGS:

1 The number of reads that originate from each of the dis-

tinct gene copies that occur in the pooled sample. If

n = 6 diploid individuals are pooled together, there are

12 possible copies of DNA sequence from which NGS

reads may originate. From Pool-Seq output, it is possi-

ble to estimate the minimum number of gene copies

represented in the output (from the number of haplo-

types), but it is impossible to directly observe the total

number of gene copies represented amongst the reads

(unless the number of haplotypes is equal to twice the

number of diploids in the pool).

2 The allelic types inherited by the gene copies occur-

ring in the pooled sample. Different haplotypes

(alleles) can be observed amongst the reads, but it is

not known which of those different alleles correspond

to which of the gene copies in the pooled sample.

This complicates the estimation of allele frequencies

from Pool-Seq data.

Making inference from pooled samples requires some

sort of statistical model for these two pieces of missing

information. Below, we develop models for these

unknowns in the herring data, which allow us to explore

the data more comprehensively than in previous reports.

We use the compound multinomial distribution (CMD)

for the number of reads that originate from each of the

distinct gene copies in the pooled sample, and we model

the allelic types inherited by the gene copies occurring in

the pooled sample with the Ewens sampling formula

(ESF).

A CMD model for the number of gene copies

We propose a model which, like other models proposed

for pooled sequencing, is undoubtedly false. Nonetheless,

it allows us to make use of the data while trying to be

faithful to the underlying processes inherent in NGS data,

for example differential read depth amongst loci and over-

dispersion in the chance that an individual’s genes are rep-

resented – a likely result of uneven amplification or other

vagaries of the NGS process.

Let there be two pooled samples A and B, each contain-

ing n = 6 diploid individuals. Assume that at locus ‘, the

number of reads for the kth of the 12 different gene copies

in A, or B, has a Poisson distribution with mean l‘,k, where

l‘,k is itself drawn from a gamma distribution with shape

parameter a for pool A, and b for pool B, and scale param-

eter k‘, which is specific to locus ‘ but shared between the

pools. Note that a and b are assumed to be shared across

loci. Let RA,‘ and RB,‘ be the total number of reads at locus

‘ from pools A and B. If we condition on R•,‘ = RA,‘ + RB,‘,

the total number of reads from both pools at ‘, then the

number of reads of each of the 12 gene copies in pool A,

z
ðAÞ
‘ ¼ ðzðAÞ‘;1 ; . . .; z

ðAÞ
‘;12Þ, and in pool B, z

ðBÞ
‘ ¼ ðzðBÞ‘;1 ; . . .; z

ðBÞ
‘;12Þ,

jointly follows a compound multinomial distribution

(CMD), independent of k‘ (Mosimann 1962; Karlin &

McGregor 1965; Johnson et al. 1997):

ðzðAÞ; zðBÞÞ �CMDðR�;‘; ða; . . .; a; b; . . .;bÞÞ: ðeqn 1Þ
The variable x

ðAÞ
‘ , the number of gene copies represented

in sample A at locus ‘, is just the number of individual

gene copies that have at least one read

x
ðAÞ
‘ ¼

X12
i¼1

dðzðAÞ‘;i [0Þ;

and similarly for B, where dðzðAÞ‘;i [ 0Þ ¼ 1 when

z
ðAÞ
‘;i [0 and 0 otherwise.
One unfortunate feature of this model is that the values

of a and b affect both the variability in individual read

depth and the difference in average read depth between

both pools. It would be preferable to have a model that

did not conflate the variance in read depth and the differ-

ence in read depths between the pools; however, it appears

that this conflation has little effect in the case of the herring

data, and it does create a much more analytically tractable

model. Our model is similar to that developed by Gautier

et al. (2013a), but differs in that variation in read depth of

different gene copies is determined by a and b, not by an

additional parameter q (see Gautier et al. 2013a). Our

parameterization makes it possible to predict the degree of

overdispersion in the unobservables z
ðAÞ
‘ and z

ðBÞ
‘ from the

observables RA,‘ and RB,‘.

By the marginalization properties of the CMD (Johnson

et al. 1997, p. 81), RA,‘ follows a beta-binomial distribution:

RA;‘�BeBiðR�;‘; ð12a;12bÞÞ; ðeqn 2Þ
with RB,‘ = R•,‘ � RA,‘. Hence, the parameters a and b
can be estimated from RA,‘ and RB,‘, both of which are
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observed (unlike z(A), z(B), x
ðAÞ
‘ or x

ðBÞ
‘ ) when using

pooled samples.

Assignment of allelic types to gene copies and the probability

that a SNP is alternatively fixed in two samples from the

same population

If the total number of gene copies represented in samples

A and B at locus ‘ is x�;‘ ¼ x
ðAÞ
‘ þ x

ðBÞ
‘ , and we assume

that both A and B are random samples from the same

underlying population, then the neutral coalescent is an

appropriate model for the genealogical history of the gene

copies (Kingman 1982; Hudson 1990). In fact, because the

SNPs found in NGS sequencing are actually directly sam-

pled from the population (and were not necessarily previ-

ously ascertained from a separate sample), then the neutral

coalescent under an infinite alleles model with low scaled

mutation rate is a good model for the assignment of allelic

types to the gene copies (Nielsen 2000).

Under the infinite alleles model, at a locus with Kn dis-

tinct alleles observed in a sample of n gene copies, the dis-

tribution of the partition of the sample into different allelic

types is given by the conditional Ewens sampling formula

(Ewens 1972; Johnson et al. 1997). The probability that there

are ai alleles represented i times in the sample (i = 1,…,n)

is given by:

Pða1; . . .; anjKn ¼ kÞ ¼ n!

S
ðkÞ
n

Yn
i¼1

iai ai!

" #�1
ðeqn 3Þ

where S
ðkÞ
n denotes the unsigned Stirling number of the

first kind – the coefficients of the rising factorial, which

can be calculated by the recurrence:

S
ðkÞ
nþ1 ¼ nSðkÞn þ Sðk�1Þn

for k > 0 with initial conditions S
ðkÞ
0 ¼ S

ð0Þ
n ¼ 0 (n,k > 0)

and S
ð0Þ
0 ¼ 1.

Alleles will appear alternatively fixed in samples A and

B at locus ‘ if the partition of the x•,‘ total gene copies into

different alleles splits exactly along the lines of the two

different samples – something that can only occur in the

following manner, for a biallelic SNP (Kn = 2):

1 First, the partition into alleles must be such that, if

x
ðAÞ
‘ 6¼ x

ðBÞ
‘ , there is one allele represented exactly x

ðAÞ
‘

times and the other is represented x
ðBÞ
‘ times, while if

x
ðAÞ
‘ ¼ x

ðBÞ
‘ , then each of the alleles must be represented

x
ðAÞ
‘ ¼ x

ðBÞ
‘ times in the total sample of x•,‘ gene copies.

From the conditional ESF (3), we see that the probabil-

ity of this occurring is:

x�;‘!

S
ð2Þ
x�;‘

� 1

x
ðAÞ
‘ x

ðBÞ
‘

� 1

½1þ dðxðAÞ‘ ¼ x
ðBÞ
‘ Þ�

2 Second, the partition of alleles must coincide exactly

with the two samples. If you have x•,‘ gene copies, you

can order them in x•,‘! ways. However, focusing on

allelic type only (and not gene copy identity), x
ðAÞ
‘ !x

ðBÞ
‘ !

of those arrangements are the same, so there are only
x�;‘ !

x
ðAÞ
‘

!x
ðBÞ
‘

!
possible ways of arranging the different alleles

into samples. If x
ðAÞ
‘ 6¼ x

ðBÞ
‘ , then only a single one of

the arrangements corresponds to all the alleles of one

type belonging to one sample and all the alleles of the

other type belonging to the other sample. If x
ðAÞ
‘ ¼ x

ðBÞ
‘ ,

then two such arrangements lead to alternate fixation

of alleles. The different arrangements of alleles are

equiprobable; hence, given that there are x
ðAÞ
‘ gene

copies of one allelic type, and x
ðBÞ
‘ of the other allelic

type, the probability that they fall into the two samples

so as to appear fixed is:

½1þ dðxðAÞ‘ ¼ x
ðBÞ
‘ Þ�

�
x�;‘!

x
ðAÞ
‘ !x

ðBÞ
‘ !

��1

Taking the product of probabilities of events 1 and 2

above, we have that the probability that two samples, one

of x
ðAÞ
‘ gene copies and the other of x

ðBÞ
‘ gene copies, taken

from the same population, will appear fixed for alternate

alleles (given that two alleles appear in the sample) is:

PAFðxðAÞ‘ ; x
ðBÞ
‘ Þ ¼

ðxðAÞ‘ � 1Þ!ðxðBÞ‘ � 1Þ!
S
ð2Þ
x�;‘

ðeqn 4Þ

Similar arguments could be used to derive expressions

for three or more alleles observed in a sample, but we do

not pursue that here, because only 37 SNPs of 5993 in the

herring data showed more than two alleles, and the differ-

ence is insufficient to change the conclusions of our analy-

ses. We thus assume in our analyses that all SNPs in the

data had two alleles.

Coalescent simulations

PAF

�
x
ðAÞ
‘ ; x

ðBÞ
‘

�
can be calculated analytically for a single

panmictic population; however, calculating the correspond-

ing probabilities when samples A and B are drawn from

two populations is more difficult. We approximate those

probabilities by coalescent simulation. We used the

program MAKESAMPLES (Hudson 2002) to simulate data from

a two-island model of migration parameterized by an effec-

tive migration rate M = 4Nem, where Ne is the effective

size of each deme and m is the fraction of newborns in

each of the demes, each generation, that are immigrants.

For each value of x
ðAÞ
‘ and x

ðBÞ
‘ , simulating many data sets

(50 000 in our case) with a single SNP at a given M and

enumerating the allelic types sampled from each deme pro-

vide a Monte Carlo approximation to P
ðMÞ
AF

�
x
ðAÞ
‘ ; x

ðBÞ
‘

�
, the

probability of observing alternatively fixed alleles in sam-

ples drawn from populations exchanging migrants accord-

ing to M and in which x
ðAÞ
‘ and x

ðBÞ
‘ gene copies are

represented in each sample.

We also undertook a separate set of coalescent simula-

tions that will be described later in Two SNPs on a Segment.

© 2013 John Wiley & Sons Ltd
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Analyses

Estimation of a and b

We first obtained maximum-likelihood estimates for a and

b using the total read depth data for all 31 941 loci in the

pileup file that had at least one read from both samples.

Because we were conditioning on at least one read in each

sample, the likelihood for each locus was the density for a

zero-and-N-truncated beta-binomial – a random variable

like that in eqn 2, but conditioned on 0 < RA,‘,RB,‘ < R•,‘.

Assuming read depth to be conditionally independent

across loci, the likelihood for a and b is the product of

such densities and can be numerically maximized, yielding

â ¼ 0:79 and b̂ ¼ 0:69. When these values were used to

simulate new values of R
ðAÞ
‘ and R

ðBÞ
‘ given R•,‘, it was

found that the results from this model (which we will refer

to as ‘unsegmented’) did not fit the real data well

(Fig. 1b). Therefore, we fit a new ‘segmented’ model in

which a separate a and b were estimated for 10 different

subsets of R•,‘ values falling into the intervals [0, 5), [5, 10),

[10, 20), [20, 30), [30, 50), [50, 100), [100, 200), [200, 500),

[500, 1000) and [1000, ∞). These intervals were chosen by

eye. The segmented model had an AIC value (Akaike

1974) that was 6597 lower than the unsegmented model,

and values simulated from it are a better match to the real

data (Fig. 1c). Additionally, the model fits very well to the

marginal distribution of read depths in each of the two

pools (Fig. S1, Supporting Information). Estimated values

of a and b are in Table 1. It is worth noting that for many

intervals of R•,‘, a and b are well below 1, indicating

substantial overdispersion.

Simulation of x
ðAÞ
‘ and x

ðBÞ
‘ and the number of fixed SNPs

Using the MLEs for a and b, it is straightforward to simu-

late values of x
ðAÞ
‘ and x

ðBÞ
‘ using the CMD. For each ‘ over

all 5993 SNPs in the herring data, we simulated z(A) from

the distribution CMDðRA;‘; ðâ‘; . . .; â‘ÞÞ, and z(B) from

CMDðRB;‘; ðb̂‘; . . .; b̂‘ÞÞ with â‘ and b̂‘ chosen according to

R•,‘ (see Table 1), and then counted the number out of the

12 gene copies at locus ‘ that had at least 1 read, giving us

x
ðAÞ
‘ and x

ðBÞ
‘ . Note that this simulation uses the observed

read depths in each pool at each locus. We repeated that

simulation on all 5993 SNPs 100 times and used that to

approximate the expected number of SNPs having between

1 and 12 gene copies represented in each sample (Table 2).

We find that there is rather widespread. For example,

under this model, we expect about 1360 of the SNPs to

have only 4 or fewer gene copies represented in each of

the two samples and only in 228 loci (those with very high

read depths, typically) do we expect that all 12 gene copies

are represented in each pooled sample.

For each simulated pair x
ðAÞ
‘ and x

ðBÞ
‘ , the locus ‘ can be

simulated to be fixed for alternate alleles when a uniform

random variable sampled on the interval (0,1) is less than

PAFðxðAÞ‘ ;x
ðBÞ
‘ Þ. We did this for all 100 simulated sets of

SNPs, and each time recorded the total number of SNPs

(out of 5993) fixed for alternate alleles. The mean number

of alternatively fixed SNPs was 154 with a minimum and

maximum over the 100 simulations of 127 and 182, respec-

tively. Despite the unevenness of individual gene copy
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Fig. 1 Read depth from Latvia plotted against read depth from
�Aland for most of the 31 491 loci in the pileups (a few had more

than 250 reads). Points are semi-transparent to portray density.

(a) The observed data. (b) Data simulated from the unsegmented

model (see text). (c) Data simulated from the segmented model.

Clearly, the segmented model more closely matches the data.
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representation predicted by using the values of â and b̂ in

Table 1 for our CMD model, this mean value is approxi-

mately 10 times smaller than the 1567 fixed SNPs observed

in the herring data.

At first glance, our result appears to offer strong support

for the idea that there are many strongly divergent SNPs

between the Baltic Sea herring populations in the study.

However, we show in the next section that the degree of

population structure required to produce 1567 fixed SNPs

is astonishingly high – so high, in fact, it would be very

unlikely that so many other studies have identified rela-

tively little population structure in Baltic Sea herring.

Geneflow restriction necessary to obtain 1567 alternatively

fixed SNPs

We calculated P
ðMÞ
AF ðxðAÞ‘ ; x

ðBÞ
‘ Þ by Monte Carlo approxima-

tion for 24 values of M = 4Nem (Fig. 2a). It is remarkable

that there is only a small increase in P
ðMÞ
AF ðxðAÞ‘ ;x

ðBÞ
‘ Þ in

going from complete panmixia to an M as low as 2 (Fig.

2a). We repeated our ‘number of fixed SNPs’ simulations

described above using P
ðMÞ
AF ðxðAÞ‘ ; x

ðBÞ
‘ Þ in place of

PAFðxðAÞ‘ ;x
ðBÞ
‘ Þ to assess the impact that population structure

would have on the expected number of alternatively fixed

SNPs in the herring data. The observed number of 1567

fixed SNPs was not obtained in the simulations unless M

was lower than 0.3 across the entire genome (Fig. 2b and

Table 3).

For each value of M, we also used the output of MAKES-

AMPLES in conjunction with the program MS2GENO (Anderson

2010) to simulate microsatellite data following a stepwise-

mutation model in which 85% of mutations are of a single

step, and otherwise, the mutation is of step size 1 + Z,

where Z is a Poisson random variable with mean 2. We

simulated 10 replicate samples of 100 individuals from

each deme typed at 80 microsatellite loci with an average

of between 8 and 15 alleles (covarying with M), and we

estimated FST using the estimator of h given in Weir (1996)

p. 172–174) implemented in the program GSI_SIM (Anderson

et al. 2008). The FST column in Table 3 gives the expected

values of FST at microsatellite markers for different values

of M. If M < 0.3, then the average FST at a microsatellite

marker is >0.2. In other words, if the number of gene cop-

ies represented in each pool follows the CMD with a and b
as given in Table 1, then the �Aland and Latvia herring

populations would be required to have a typical pairwise

FST > 0.2 at microsatellites in order to achieve 1567 SNPs

fixed for alternate alleles.

Some might argue that the high number of fixed SNPs in

the herring data could result from a subset of genes that

are under selection. Imagine that a fraction S of the gen-

ome is under disruptive selection, such that, to a first

approximation, the effective rate of migration between two

demes at those parts of the genome is M = MS, whereas

the rest of the genome gets exchanged between popula-

tions at a rate of M = MN. Further, imagine that MN = 50

such that the average FST at microsatellites in that part of

the genome would be 0.01 – close to the average FST value

of 0.008 found by Teacher et al. (2013). Then, given

any value of MS, it is possible to compute the value of S

Table 2 Expected number of loci with the indicated number of gene copies from the 5993 SNPs from the herring data under â and b̂
from the CMD model

x
ðAÞ
‘

 �xðBÞ‘ �!

1 2 3 4 5 6 7 8 9 10 11 12

1 42.88 52.48 31.69 15.77 12.16 8.93 5.09 2.82 1.31 0.39 0.10 0.00

2 61.08 61.85 50.62 46.62 36.04 24.43 12.74 6.76 2.55 0.98 0.24 0.02

3 76.27 106.35 117.63 116.00 95.65 67.56 39.99 19.88 8.78 2.70 0.74 0.07

4 81.38 142.29 174.99 185.36 162.79 122.04 79.73 41.47 18.53 5.79 1.24 0.22

5 74.42 133.28 173.92 194.16 185.45 149.10 103.16 60.86 28.25 8.98 2.39 0.45

6 50.41 85.56 122.88 144.63 152.55 136.01 106.48 68.32 32.84 10.95 2.32 0.75

7 23.85 41.00 63.90 84.79 98.42 101.81 83.67 57.02 27.91 9.81 3.58 1.40

8 8.58 15.68 26.05 39.81 51.70 58.46 55.49 36.82 19.57 8.21 5.77 4.48

9 2.34 5.10 9.14 15.23 22.50 25.88 25.46 18.52 11.61 11.84 15.89 13.13

10 0.52 1.15 2.61 4.42 6.84 9.13 8.68 7.95 11.89 24.43 39.97 31.81

11 0.10 0.33 0.75 1.23 1.47 2.22 3.19 6.18 16.96 41.21 68.75 61.49

12 0.00 0.06 0.25 0.42 0.42 0.90 2.00 5.31 15.43 36.10 73.40 227.89

Table 1 Maximum-likelihood estimates of a and b in the

segmented model

R•,ℓ Interval # Contigs â b̂

[0,5) 1867 2.032 2.259

[5,10) 1429 0.140 0.049

[10,20) 3572 0.329 0.162

[20,30) 3043 0.319 0.237

[30,50) 3659 0.293 0.270

[50,100) 3946 0.364 0.365

[100,200) 5753 1.566 1.520

[200,500) 8618 4.107 3.618

[500,1000) 26 0.399 0.340

[1000,∞) 28 4.591 3.993
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necessary to expect to observe 1567 fixed SNPs of 5993

between the population. We compute this S by

S ¼ 1567�WN

WS �WN

where WN is the mean number of fixed SNPs (out of

5993) observed in our 100 simulations at a migration

rate of MN and WS is the same at a rate of MS. If

MS = 0.2, then 82% of the genome must be subject to

that rate of migration, which yields an average FST
(amongst the ‘selected’ 82% of the genome) of 0.224,

and if MS = 0.001, then 25% of the genome must yield

FST’s averaging 0.29 in order to expect 1567 fixed SNPs

(Table 3).
Because the highest global FST in Baltic Sea herring

found for a single outlier from amongst 60 microsatellite

loci is 0.08 (Teacher et al. 2013) and because the highest

average pairwise FST between any two Baltic Sea popula-

tions in Teacher et al. (2013)’s study was 0.033 (see their

Table S8), it is manifest that the true level of differentiation

is not near FST = 0.2. Nor is it likely that 1/4 of the genome

is under selection and showing FST of 0.29, while the

remainder of the genome is effectively neutral. Rather, the

conclusion here is that there are likely far fewer gene

copies represented in the pooled samples than predicted

by the CMD model.

Two SNPs on a segment

Lastly, we focus on all the RAD loci (the 95-bp segments)

at which two SNPs occur, at least one of which is fixed

between the samples. In the herring data set, there are 296

such loci. Of these, 92 of them have exactly one fixed SNP

(i.e. one SNP is fixed and one is not) and there are 204 of

them upon which both of the SNPs are fixed. Thus, 204/

(a)

(b)

Fig. 2 (a) Values of P
ðMÞ
AF ðxðAÞ‘ ;x

ðBÞ
‘ Þ for 24 different migration

rates between two demes. x
ðAÞ
‘ and x

ðBÞ
‘ are assumed equal and

depicted on the x-axis. Each line in the plot corresponds to a

migration rate of M = 4Nem, as indicated. Grey dashed line

denotes ‘panmictic.’ (b) Simulated number of fixed SNPs out of

5993 under different migration rates. Black dots are means,

and vertical black lines (unseen for high M) denote the range

of simulated values for each M. The horizontal dashed line at

1567 denotes the number observed by Corander et al.

Table 3 Mean number NF of fixed SNPS out of 5993 SNPs in

simulations at different migration rates M = 4Nem. FST is that

expected at microsatellite markers having Na alleles. S is the

fraction of genome required to have migration rate M to expect

the 1567 fixed SNPs observed in the herring data (— indicates

1567 fixed alleles not expected for any S<100%)

M NF Range S (%) Na FST

Pana 153.5 129–179 — 8.4 0.000

50 157.6 130–177 — 12.1 0.010

30 161.4 136–186 — 12.0 0.015

20 166.6 144–195 — 11.9 0.022

15 171.5 140–193 — 12.0 0.029

10 179.1 160–207 — 12.1 0.040

9 181.8 147–206 — 12.0 0.042

8 185.2 146–209 — 12.2 0.046

7 192.9 162–220 — 12.2 0.053

6 196.9 164–226 — 12.0 0.057

5 206.4 172–239 — 12.1 0.067

4 220.8 190–256 — 12.2 0.073

3 247.8 216–281 — 12.3 0.091

2 302.8 260–340 — 12.4 0.111

1 500.2 466–555 — 12.4 0.154

0.5 908.9 839–981 — 12.7 0.183

0.4 1101.9 1030–1161 — 12.8 0.199

0.3 1401.7 1321–1483 — 13.2 0.205

0.2 1885.4 1788–1971 82 13.1 0.224

0.1 2837.2 2758–2945 53 13.5 0.247

0.05 3747.1 3653–3826 39 13.9 0.254

0.01 5193.3 5146–5247 28 15.0 0.272

0.005 5511.9 5472–5575 26 15.2 0.277

0.001 5860.0 5827–5884 25 15.4 0.288

aIndicates ‘panmictic’.
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296 = 0.69 is the fraction of RAD loci with two fixed SNPs

out of all those RAD loci having two SNPs, at least one of

which is fixed.

In order for both SNPs in a segment of genome to be

fixed between samples (assuming no recombination), the

mutations from which they originated must have occurred

upon the same branch of the coalescent tree. In general,

the probability of that occurring decreases as the number

of distinct branches on the tree grows, which occurs when

the sample size from each population (in this case the

number of gene copies represented in the pooled samples)

increases. At the same time, the probability of two muta-

tions occurring on a branch that uniquely partitions two

samples increases as the migration rate between the popu-

lations from which the samples were drawn decreases. We

undertook coalescent simulations of two populations

exchanging migrants as follows: (i) we set h = 4Nel to

either 0.046 or 0.09. We chose those values because they

closely matched the number of RAD loci having at least

one SNP (3987) of all the RAD loci in the herring data

(31 941) when the total number of gene copies in both

pooled samples was either 11 or 3, respectively. (ii) We

varied the migration rate M = 4Nem between the popula-

tions over the set {0.1,0.5,1,2,5,10,30,Panmictic}. (iii) For

each combination of h and M, and a variety of values of

x
ðAÞ
‘ and x

ðBÞ
‘ , we generated 10 million samples from the

coalescent with infinite sites mutation with x
ðAÞ
‘ gene copies

from one population and x
ðBÞ
‘ from the other. (iv) We

retained those samples in which there were exactly two

segregating sites, at least one of which was fixed for alter-

nate alleles in the two samples. And finally, (v) from that

retained set of samples, we recorded the fraction of times

that both of the segregating sites were fixed for alternate

alleles in the two populations.

The results of the simulation for various values of x
ðAÞ
‘

and x
ðBÞ
‘ are shown in Table 4. What is apparent is that,

apart from the situation where only a single gene copy is

represented in each sample, it requires a very low migra-

tion rate (M between 1 and 0.5) and extremely small num-

ber of gene copies represented (only one in one sample

and two in the other) to achieve the 69% doubly fixed SNP

rate observed in the herring data. Because migration rates

are likely much higher than 1 or 0.5 (which imply average

microsatellite FST’s on the order of 0.15–0.18), we can con-

clude that an appreciable fraction of the fixed SNPs in the

herring data have likely been inferred from pooled samples

in which only a single gene copy is represented in each pool.

For example, if M = 30 (a conservative estimate), then you can

expect to get 69% doubly fixed SNPs by having 69% of the

fixed SNPs being inferred from one gene copy in one sample

and two in the other, and the remaining 31% being inferred

from a single gene copy in both (i.e. 0.69�0.55 + 0.31�1.0 �
0.69). In other words, at least 31% of the fixed SNPs found in

the herring data were likely identified from just a single gene

copy represented in each of the pooled samples.

It is worth noting that the assumption of no recombina-

tion is conservative with respect to our argument, as the

presence of recombination decreases the fraction of doubly

fixed SNPs.

Discussion

Through the development of a straightforward CMD

model and a comprehensive reanalysis of an existing data

set, we find a number of surprising inconsistencies that

highlight the perils of using Pool-Seq approaches with

inadequate sample sizes and read depth. Specifically, our

Table 4 Fraction of RAD loci containing two SNPs, at least one of which is fixed for alternate alleles, that have both SNPs fixed for

alternate alleles

M = 4Nem h = 4Nel

 �ðxðAÞ‘ ;x
ðBÞ
‘ Þ �!

(1,1) (1,2) (1,3) (1,4) (2,2) (2,3) (2,4) (3,3) (3,4) (4,4)

0.1 0.046 1.00 0.88 0.83 0.80 0.80 0.76 0.73 0.72 0.70 0.68

0.5 0.046 1.00 0.74 0.63 0.57 0.62 0.55 0.51 0.51 0.48 0.45

1 0.046 1.00 0.67 0.53 0.45 0.54 0.48 0.43 0.43 0.40 0.38

2 0.046 1.00 0.62 0.46 0.38 0.50 0.42 0.37 0.38 0.35 0.33

5 0.046 1.00 0.57 0.41 0.32 0.47 0.39 0.34 0.36 0.32 0.30

10 0.046 1.00 0.56 0.39 0.30 0.45 0.37 0.31 0.35 0.31 0.30

30 0.046 1.00 0.55 0.38 0.30 0.44 0.37 0.31 0.34 0.30 0.26

Panmictic 0.046 1.00 0.55 0.38 0.29 0.43 0.37 0.31 0.32 0.30 0.31

0.1 0.090 1.00 0.86 0.80 0.76 0.76 0.71 0.68 0.67 0.65 0.63

0.5 0.090 1.00 0.72 0.61 0.55 0.60 0.53 0.49 0.49 0.46 0.43

1 0.090 1.00 0.66 0.52 0.44 0.53 0.46 0.42 0.42 0.39 0.36

2 0.090 1.00 0.60 0.45 0.36 0.49 0.41 0.36 0.37 0.34 0.32

5 0.090 1.00 0.56 0.40 0.31 0.45 0.38 0.32 0.34 0.31 0.28

10 0.090 1.00 0.55 0.38 0.29 0.45 0.37 0.31 0.33 0.29 0.28

30 0.090 1.00 0.54 0.37 0.28 0.44 0.36 0.30 0.32 0.29 0.28

Panmictic 0.090 1.00 0.55 0.37 0.28 0.44 0.36 0.31 0.33 0.28 0.26
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analyses of the herring data indicate that, at many SNPs,

only one of the possible 12 gene copies are represented in

the reads from a pooled sample. Before undertaking this

analysis, we would not have readily entertained the possi-

bility that representation of individual gene copies from

pooled samples might be so extremely uneven, and we

suspect that few others might have been prepared to

consider such uneven representation a possibility. Should

individual gene copies be represented so unevenly in NGS

output with larger samples (more individuals), this could

present a serious problem for pooled sequencing

approaches, because they offer very few reliable options

for diagnosing uneven amplification and representation.

This issue will be especially pressing if sequencing of pools

is employed to identify small numbers of ‘outlier SNPs’

highly diverged between closely related populations,

because the search for such SNPs necessarily brings a focus

to any SNPs that happen to suffer severe artefacts –
uneven amplification and representation, RAD allele

dropout (Gautier et al. 2013b), etc. – that cannot be easily

identified and discarded within the pooled sequencing

framework. As a whole, our analyses highlight a current

gap between a novel, rapidly developing technology, and

our awareness of the complexity and variability associated

with this new mode of data generation.

In terms of the specific data set of Corander et al. (2013),

our analyses of the total number of fixed SNPs and of the

fraction of RAD loci with two fixed SNPs indicate that the

unknowns associated with pooling samples for NGS call

into question the degree of true population differentiation

observed in the data. We do not mean to suggest through

this analysis that there is no (or only very little) population

structure in Baltic Sea herring; more that the caveats

associated with these pooled samples likely invalidate the

evidence for structure in the populations examined.

Additionally, the CMD appears not to provide a very

good model for uneven representation of gene copies in a

pooled sample. This could be due to the fact that in deal-

ing with pooled samples, one is required to treat all the

individual gene copies at each locus exchangeably – no

information is available from pooled samples to suggest

otherwise – even though it is likely that the number of

reads from each gene copy or individual is correlated

across loci. Regardless of why the CMD does not fit these

data well, we conclude that in some cases (as in with the

herring data), models that aim to assess precision in allele

frequency estimates from pooled samples using the CMD

(like that of Gautier et al. 2013a) may overestimate the pre-

cision of those estimates, giving a false sense of security,

even when several replicate pooled samples are analysed.

On a related note, it appears that the use of the CMD in

eqn 3 of Gompert & Buerkle (2011) is restricted to a sce-

nario where the sum of the a parameters is always equal to

twice the number of diploid individuals in the pooled sam-

ple. That corresponds to a = 1 and b = 1 in our CMD

model, which equates to a more even representation of gene

copies than our CMD model predicts for many read depths.

Because we showed that even our CMD model predicts a

more even representation of gene copies than likely

exists in the pooled herring samples, it seems doubtful

that Gompert & Buerkle (2011)’s NGS population model

(p. 905) could capture the variability in gene copy repre-

sentation in the herring data or other pooled NGS samples

afflicted with comparable variability in individual repre-

sentation.

By the same token, the programs POPOOLATION (Kofler

et al. 2011a) and POPOOLATION2 (Kofler et al. 2011b), both

recently released for calculating population parameters

from pooled NGS experiments, appear not to incorporate a

model for uneven representation – they assume that reads

are drawn randomly and uniformly from amongst the gene

copies in the pool. Accordingly, it is unlikely that these pro-

grams would have identified the problems in the herring

data. It is important to note, however, that POPOOLATION and

POPOOLATION2 have been designed to use existing genomic

information from a species in a way that can mitigate for

uneven representation. Authors using Pool-Seq to assess

genetic variability in Drosophila have noted that parameters

such as hWatterson and hp can be estimated with moderate

precision over large genomic windows, where variability in

individual representation is counteracted by averaging over

many polymorphic sites. But, at the same time, they have

discovered that pooled samples yield ‘considerable error’ in

estimates of heterozygosity for individual SNPs. Kofler

et al. (2011a) state, ‘Analyses requiring a reliable estimate

for every SNP (which corresponds to SNP heterozygosity)

require a much higher coverage. Even with 90-fold cover-

age, which was the highest level considered by us, we

noted a considerable error’ (p. 5). In nonmodel organisms

without an existing genome, estimates of hWatterson and hp
cannot be made for genomic segments, but rather just for

individual SNPs, and those estimates, like estimates of indi-

viduals SNP allele frequencies, may, consequently, be sub-

ject to considerable error when pooling samples without

very high read depth and a large number of individuals.

In addition to averaging over genomic windows, three

other strategies can help mitigate the uncertainties of

pooled samples (see Futschik & Schl€otterer 2010; Ferretti

et al. 2013; Gautier et al. 2013a): (i) carefully normalizing

DNA material and/or PCR product from each individual

improves evenness of representation; (ii) sequencing to a

higher depth increases the expected number of individuals

represented; and (iii) pooling a larger number of individu-

als might ameliorate the consequences of individual vari-

ability in read depth – if the total expected read depth is

large, yet the expected number of reads per individual in a

pool is ≤1, then even if a handful of individuals are over-

represented, there should still be many individuals repre-

sented by one or a few reads. The latter strategy will be

most effective when used with a method, such as paired-

end RAD sequencing, that allows the removal of PCR

duplicates (see Davey et al. 2011), or with NGS protocols

that do not require PCR (Quail et al. 2008) and hence do

not produce PCR duplicates. We reiterate here that the

herring data were not produced in adherence to strategy 2

or 3 – read depths were low and only six individuals were
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in each pool – and this may account in large measure for

the poor performance of the pooled samples.

Pooled samples are often considered as a cost savings

measure; however, ironically, in the context of RAD

sequencing, pursuing a pooled samples approach will not

typically reduce costs. Scientists at a well-established com-

mercial provider of RAD sequencing services note that cus-

tomers desiring to use pooled samples should use a large

number of individuals and aim for a minimum of 1009

coverage per pool and that they should expect to pay for

two labour-intensive normalization steps. As such, pooling

samples easily doubles the cost over a comparable

RAD-seq study of individually barcoded samples (J. Boone,

Floragenex Inc., personal communication).

When no genome is available and funds are limited for

NGS sample preparation and sequencing, as is often the

case in studies of nonmodel organisms, pooled samples

may easily deliver a ‘red herring’ – especially in studies of

organisms that have classically exhibited little population

structure. Other recent studies have identified pitfalls asso-

ciated with the pooling of multiple individuals under a sin-

gle barcode (e.g. Ogden et al. 2013), and our analysis

demonstrates that some published conclusions from pooled

samples are likely overstated. We feel that, as a commu-

nity, the field should entertain a discussion on the criteria

that must be met before ‘unexpected’ population structure

identified through NGS on pooled samples is considered

credible. If both read depths and sample sizes per pool are

low, it may not be unreasonable to discourage publication

of such findings until they have been verified with more

reliable methods (i.e. NGS with individual barcodes or

conversion of candidate SNPs to assays that are genotyped

on many individuals).

There is considerable enthusiasm for applying NGS to

population genetics questions in molecular ecology, as well

as a pervasive expectation that massive numbers of mark-

ers will invariably reveal previously undiagnosed differen-

tiation amongst populations. The analyses presented here

suggest that the confluence of these two trends, if coupled

with the injudicious use of pooled samples, could usher in

a plethora of reports spuriously inferring high degrees of

population structure where little or none exists. For the

assessment of population differentiation and the identifica-

tion of divergent SNPs between populations, we advocate

for the careful consideration of alternatives to pooling sam-

ples, and if a pooled approach is chosen, we hope our

analyses of the herring data will encourage strict adherence

to recommended sample sizes and read depths and will

inspire comprehensive vetting of the data and associated

results from pooled sequencing experiments.
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